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We out l ine  a m e t h o d  for ex t r ac t i ng  two-d imens iona l  cel lular  a u t o m a t o n  (CA)  rules  direct ly  f rom e x p e r i m e n t a l  
da t a .  T h e  d a t a  cons is t  of  d i sc re te -space  p a t t e r n s  evolving in d iscre te  t ime.  We employ  a l ea rn ing  a lgo r i thm,  the  
genet ic  a lgo r i thm,  to search  efficiently t h r o u g h  a space  of probabi l i s t ic  CA rules  for a local rule t h a t  bes t  r ep roduces  
the  observed  behav io r  of  the  da ta .  Inc luded  are t he  resu l t s  of  an  ana lys i s  of p a t t e r n s  gene ra ted  by t he  dendr i t ic  
sol idif icat ion of N H 4 B r  f rom a s u p e r s a t u r a t e d  a q u e o u s  solut ion.  

1. I n t r o d u c t i o n  

In this paper  we address the problem of con- 
structing models for two-dimensional spatial pat- 
terns directly from experimental  data.  We expand 
on earlier work reported in ref. [1], in which we 
dealt in a similar but simpler way with da ta  gener- 
ated from an artificial model. The da ta  we analyze 
here are sequential pa t terns  of dendrites formed 
by NH4Br as it solidifies from a supersa tura ted  
solution. We consider a set of probabilistic cellu- 
lar au tomaton  (CA) rules as possible models for 
the data,  and we search this space of rules with a 
learning algori thm - a variant of the genetic algo- 
r i thm [2] - to find the rule which most  accurately 
predicts the behavior of the evolving patterns.  In- 
cluded are some prel iminary results. 

The experimental  analysis of complex spatial  
pat terns  is a problem only recently tackled in the 
l i terature [3-6]. Typically, one is presented with 
a two-dimensional pa t te rn  which evolves in time. 
Examples  include satellite images of weather da ta  
(clouds, tempera ture ,  ozone, etc.) and pat terns  
produced by chemical processes (the circular and 
spiraling waves of the Belousov-Zhabot insky reac- 
tion [7] and the complex shapes of growing crys- 
tals [81). These pat terns  often have a complicated 
global structure.  

Recent studies of CA have shown tha t  compli- 
cated global pat terns  can be generated by rela- 
tively simple local s tate- transi t ion rules applied 
uniformly in space [9] #1. CA are also perhaps the 
simplest class of models to investigate using a dig- 
ital computer .  These two factors are what  moti- 
vate us to consider CA rules as a class of models 
for spatially dynamic phenomena: complex spatial 
effects generated by very simple dynamical  rules. 
When one a t t empts  to model spatial  dynamics 
with a CA rule, however, one assumes that  the 
observed global s t ructure can be regenerated with 
a rule that  is local in both  space and time. Since 
this may  not always be the case in nature,  we will 
describe later in this paper  techniques which ex- 
pand the class of CA models to incorporate effects 
that  are more global in both  space and time. 

A CA rule maps the s tate  of a given site on a dis- 
crete lattice to a future state. The future state is 
some function of the states of the sites in a neigh- 
borhood containing the given site. Therefore, in 
order to specify a CA rule one must  specify not 
only the mapping  function but also the structure 
of this neighborhood, or the s t ructure  of the input 
space. In order to specify the s t ructure  of the input 

#1 For a overview of CA refer to the  collect ion of ar t ic les  
in ref. [10]. 

0167-2789 /90 /$  03.50 (~) 1990 - Elsevier  Science P ub l i she r s  B.V. (Nor th -Ho l l and )  



190 F.C. Richards et al. /Extracting CA rules from data 

space of a CA rule we will employ the notion of a 
template. A template  determines which of the sites 
in a neighborhood around a given lattice point are 
used to define an input state for the CA rule. We 
will let the experimental  da ta  determine the map- 
ping function for any given template;  the mapping  
function will be a probabil i ty his togram derived 
from the frequency of occurrence of each input- 
s t a t e /ou tpu t - s t a t e  pair found by viewing the sites 
of the experimental  da ta  through the given tem- 
plate. 

As we shall see in section 3, the set of possi- 
ble CA templates  can number  in the hundreds 
of millions. In order to find the templa te  yield- 
ing a probabilistic CA which best describes the 
observed spatial  dynamics,  we must  first establish 
some measure for ranking each template .  We must  
also be able to search efficiently through the space 
of possible templates  for those that  rank high- 
est. Both of these issues are discussed in detail 
in section 4. There we introduce a fitness function 
by which we can rank each template .  The fitness 
function employs a measure of informational  cor- 
relation between the input states of a given CA 
template  and the output  state. We then describe 
a variation of the genetic algori thm which is used 
to search through the space of possible templates  
for the ones that  are most  fit. Finally, in section 5 
we discuss the results of applying this approach to 
model the dendritic solidification of NH4Br. 

2. T h e  e x p e r i m e n t a l  d a t a  

In this section we will describe the dynamical  
pa t te rns  that  we are modeling; we begin with a 
description of the pa t te rns  and then describe the 
experimental  appara tus  used to generate them. 

The dynamic video images show growth occurring 
on different t ime scales as well. Also, the observa- 
tional da ta  do not provide access to all pertinent 
physical variables. Existing models for this process 
are based on equations of motion for the diffusion 
of the latent heat of solidification generated by the 
growing crystals [8]; but the video images provide 
no thermal  information, just  a record of the phase 
of the system at a given point. 

The fourfold symmet ry  of the dendrites makes 
it a straightforward task to convert video images 
of the solidifying crystal  to a sequence of two- 
dimensional square lattices. Because we are inter- 
ested only in whether a given point in space is 
solid or liquid, the lattice will consist of binary- 
valued sites, where a site is zero (or black) if that  
point in space and t ime is solid, and a site is one 
(or white) if that  point is in the liquid phase. We 
can make the further simplifying assumption that  
if a point is black/solid then it will remain so for 
the lifetime of the image (i.e. no melting occurs 
on this t ime scale). 

2.2. Experimental  apparatus 

The dendritic NH4Br pat terns  were generated 
in the following way: Start  with an aqueous so- 
lution of NH4Br saturated at Tc ~ 45-50°C, 
heat the solution above T¢, and sandwich a small 
amount  between two pieces of glass. The glass 
plates - a pair of microscope slides - are separated 
by strips of mylar, 5 mil thick (13 #m),  placed 
at the outside edges of the plates. These plates 
are surrounded by a rectangular box made of alu- 
minum blocks (to add thermal  inertia), which is 

2.1. Pat terns  

The da ta  we wish to model consist of sequential 
images of NH4Br crystals solidifying in a supersat-  
urated aqueous solution [12,13]. This system ex- 
hibits at once many  of the problems that  will be 
encountered in trying to model spatial  dynamics.  
One can see from the static image in fig. 1 that  
these crystals are dendritic in nature,  and they 
generate complex shapes at different length scales. 

I l l  

. . . .  u . ~ t j  J . ,  ~ . _  

Fig. 1. A typical NH4Br dendrite formed from a supersat- 
urated aqueous solution. 
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Fig. 2. A cross-section of the experimental apparatus. The 
supersaturated solution is placed between two microscope 
slides (separated by 5 mil mylar strips) which are supported 
in a four-sided aluminum box. The box is immersed in wa- 
ter so that water makes contact with the base slide but not 
with the cover slide. The image is recorded from above the 
slides (with backlighting) and saved with a video cassette 
recorder. 

then placed in a water bath so that the bot tom 
plate makes contact with the water bath and the 
top plate is open to the air (see fig. 2). The heated 
water bath is then transferred to the microscope 
stage and allowed to cool below T¢. When the wa- 
ter bath drops to about 5-8°C below T¢ growth is 
initiated, typically by tapping on the cover slide. 

The backlighting with the opaque crystals pro- 
duces images that are primarily black (solid) or 
white (translucent liquid). The microscope eye- 
piece is removed and a video camera is mounted 
directly to the microscope so that  the magnified 
image focuses directly on the video photo tube. 
We used a microscope lens with 6 × magnification 
for these experiments. The length scale has been 
indicated in fig. 1. The video images are saved us- 
ing a standard video cassette recorder. 

The video images are digitized using a video 
frame grabber. The frame grabber accepts video 
images that comprise 512 × 512 pixels, and each 
pixel is an eight-bit, gray-scale value. Operating at 

full speed, the frame grabber can record roughly 
15 frames per second. The pixels of the images 
are converted to black or white, thus giving us 
sequential lattices of binary sites. The images are 
typically processed in the following way before be- 
ing recorded in computer memory: sixteen pixels 
around each edge of the image are discarded so 
that only the central 480-by-480 pixels remain, 
and then the images are zoomed  so that only every 
fourth pixel (in both the horizontal and vertical 
directions) is recorded, thus producing a 120-by- 
120 pixel image #2. A zoomed pixel represents the 
state of roughly a 10-by-10 #m region of space. 

The image sampling rate depends on the growth 
rate of the crystals. We adjust the data  sampling 
rate such that the tip velocity of the fastest den- 
drite is roughly one pixel per time unit. For the 
analysis presented here, the sampling rate was 
typically between one and two frames per second. 
In the following section we will discuss how we at- 
tempt to deal with the dynamics on different time 
scales in our CA model. 

3. N a t u r e  o f  the  C A  rule s p a c e  

A CA rule takes a pattern of discrete values over 
a spatial lattice to another (future) pattern, with 
a local map that depends only on the value of sites 
in a local region of the lattice [9,10]. In general, 
a CA rule can be expressed as 

at+l = ~[yxt], (1) x 

where yx t represents the value of the lattice sites 
in some neighborhood around site ax at time t, 
and ,I~ is a local map which takes yx t to ax. A 
two-dimensional CA rule therefore has the form, 

a t + l  
= 

where the indices, i, j ,  indicate the spatial position 
of the site. Since our data  have been reduced to 
lattices of binary-valued sites, ai, j  E {0, 1}. 

#2 Whether we selected every fourth pixel (in both the 
horizontal and vertical directions) or averaged over 
four-by-four pixel neighborhoods and then selected ev- 
ery fourth pixel as representative of the neighborhood 
did not greatly affect the outcome of the analysis. For 
this work we simply discard 15 pixels of each four-by- 
four pixel block and use just one pixel to represent the 
state of the entire neighborhood. 
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t-1 t t+1 

Fig. 3. A two-time-step CA rule. The future value of the site 
is determined from the present values of the four nearest 
neighbors and the past values of the four nearest neighbors. 

We will expand this definition of a CA to in- 
clude dynamics on different times scales and dif- 
ferent length scales. To incorporate the behavior of 
different time scales in our mapping function, we 
make the future state of a site depend on not just 
one past neighborhood configuration but two. In 
fig. 3 we see one example of such a rule: the site 
uif’ is a function of the state of the four near- 
esi neighbors at time t (often referred to as the 
von Neumann neighborhood) as well as the state 
of the four nearest neighbors at time t - 1. Using 
this two-time-step CA rule we hope to capture dy- 
namics that depends on past dynamics as well as 
past static information, and to capture dynamics 
that occurs on different time scales. In the context 
of dendritic solidification, information on past dy- 
namics (i.e. past change of phase) may give us 
indirect information about latent heat of solidifi- 
cation in a given region. By including data from 
multiple past time steps we may also be able to 
model fast and slow interfacial growth. 

In addition to incorporating information from 
different time scales in our CA rule, we will also 
expand our definition of 9 to simultaneously in- 
corporate information from different length scales. 
One noteworthy feature of the experimental data 
is the complexity of the patterns on different 
length scales: a dendrite forms a sidebranch, which 
in turn may form sidebranches, which may also 
form sidebranches, and so on (see fig. 1). We would 
like to choose a length scale where the behavior 
is dominated by the dynamics instead of noise, 
and yet the dynamics appears to occur on several 
length scales. 

To capture dynamical effects on many length 
scales we represent the data in a “pyramid” form 
[ll], where each level of the pyramid represents 

c7 dbitsl-3 

D 

LY 
‘bits 4-7 

Fig. 4. The pyramid encoding scheme. The least-significant 
bit (bit 0) at each site contains the binary value of that site 
(black or white). Bits 1 through 3 are used to store the 3 
most-significant bits of the 3 x 3 site neighborhood around 
each site. These values are then used to compute a sum for 
the 9 x 9 site neighborhood around each site. The 4 most- 
significant bits of this sum are stored in bits 4 through 7. 

information about a different length scale. At the 
bottom level of the pyramid we store the site 
value. The next level contains information about 
the three-by-three site neighborhood around the 
site. The next level contains information about the 
nine-by-nine site neighborhood around the neigh- 
borhood, and so on. In practice, the amount of 
computer memory limits how high and how de- 
tailed the data pyramid is. 

We now describe the encoding scheme used for 
the analysis of the NHbBr data. At each site we 
retain the binary value, a single bit. We then cal- 
culate the three-by-three site sum around each 
site and save the three most-significant bits of this 
sum. Using these sums, we then calculate a nine- 
by-nine site sum with a four-bit resolution (see 
fig. 4). These sums are then converted to binary 
values using different thresholds for the different 
pyramid levels. Our definition of a CA rule has 
thus been expanded to 

a;;’ = 9[y;jry’f,j,y”f,j,Y;31,Y’f,jl,Y”:j1]r 

(3) 

where the different neighborhood configurations, 

Y, Y’ and g”, are taken from the different lev- 
els of the data pyramid. Now gi,j represents the 
values of sites taken from the first level of the 
pyramid for some neighborhood around af,j. The 

state vector y ‘f,j represents the values of the sites 
in some other neighborhood around af,j, with the 
site values taken from the second level of the data 
pyramid. Finally, y “f,j represents the values of the 
sites in another neighborhood around the site ai j, 

where the site values come from the third level ‘of 
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the pyramid.  In other words, the future value of 
At+l a given site, ui, j , depends on neighborhood con- 

figurations around the site at t ime t and t - 1, 
and these neighborhood configurations can be de- 
rived from representat ions of the da ta  from many 
different length scales. 

Our expanded definition of a CA rule can now 
be represented as 

at+l = @[yt , t -11 
i , j  ~ i , j  J, ( 4 )  

where we now use Y to indicate that  the site 
values of the neighborhood around ai,j can come 
from different levels of the da ta  pyramid.  In or- 
der to find a CA rule which best models a given 
two-dimensional dynamical  pa t te rn  we must ad- 
dress two questions: which neighboring sites (in 
space and time) best determine the future s tate  
of a given site, and given an input configuration, 
how do we determine the future site value (i.e. 
what is cI,)? The local mapping  function, cI,, will 
be determined empirically from the pat tern  data. 
Having determined which sites const i tute an input 
state, @ is constructed by collecting a probabil i ty 
histogram. For every input state we record how 
many t i m e s  ati, +1 is 0 (black) and how many  times 
it is 1 (white). This probabil i ty his togram defines 
a probabilistic CA rule. Hence, for any given set of 
sites defining an input s tate  there will be only one 
probabilistic CA rule defined by the observational 
data.  

In order to construct  a CA rule for the experi- 
mental  data ,  we must  first determine which sites 
make up an input state.  Although we restrict our 
sites to binary states (at all levels of the pyramid) ,  
we still have many  degrees of freedom to an input 
state. In order to specify a neighborhood around 
a site t ai , j ,  w e  must  specify not only the spatial  
location of the neighboring sites (relative to i and 
j ) ,  but also the tempora l  location (t or t - 1) and 
the pyramid  location (level 1, 2, or 3). Neighbor- 
hood configurations will be defined by a template.  
In the following sections we will describe how to 
determine which sites to include in the templa te  in 
order to construct the probabilistic CA rule which 
best models the observed behavior. 

4. The  genet ic  a lgor i thm 

The expanded definition of a two-dimensional 
CA rule (4) defines a space of possible models 
for the observed behavior. The size of this model 
space is determined by how many lattice sites we 
actually use in our input states (i.e. the template  
size). If  the largest templa te  has M sites, we can 
construct up to 2 M different templates  that  use 
no more than those M sites. Each of these tem- 
plates can then be used to generate a CA rule 
from the experimental  data.  Clearly, we cannot 
construct probabilistic CA rules for each template  
in order to find the one that  best describes the 
pat tern  dynamics.  In order to search this space of 
models more efficiently we must introduce some 
set of operators  to provide motion in the space of 
rules. For this we introduce the genetic algorithm, 
a machine-learning technique put forth originally 
by John Holland [2]. 

4.1. Outline 

The genetic algorithm is a machine-learning 
technique used to find an optimal  (or at least 
nearly opt imal)  solution to a problem given a large 
set of possible solutions. In general, the algorithm 
is as follows: 

(i) Define a population; in our case the popula- 
tion is a set of CA rule templates.  Each template  
is given a unique genetic label. We will establish 
the bounds of this templa te  space below. 

(ii) Select some small subset of the population 
at random. 

(iii) Assign a "fitness" to each of these mem- 
bers, where the fitness is a measure of how well a 
member  performs at solving the given problem. 

(iv) Retain the fittest members  and discard the 
least fit members.  

(v) To the labels of the fittest members ,  ap- 
ply the t ransformations operators,  appropr ia te ly  
named the genetic operators,  in order to produce 
new labels of other members  in the population. 

(vi) Assign a fitness to these new members ,  
compare them to the previously selected mem- 
bers, retain the fittest, discard the least fit, and 
re-iterate the process. 

Now we must  address the following: (a) how do 
we represent the CA rules in a symbolic genetic 
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form, (b) what do we mean by fitness, and (c) 
what are the genetic operators? These questions 
are answered in the following sections. 

4.2. The genetic form of CA rules 

We now define the concept of a master template. 

One can see from (4) that the future value of a sin- 
gle site ai:’ can depend on many variables. On the 
other hand, it may turn out that the rule which 
best describes the experimental data depends on 
only a small subset of these variables. We use the 
template illustrated in fig. 5 to describe the full set 
of variables allowed in the input state of a CA rule. 
The future value of a site, at:‘, can depend on any 
of the eight nearest-neighbor values from time t, or 
the four nearest-neighbor values from time t - 1; it 
can depend on the values of the four nearest three- 
by-three neighborhood values (taken from the sec- 
ond level of the data pyramid) at either time t or 
time t - 1; finally, ai)’ may depend on the four 
nearest nine-by-nine heighborhood values (taken 
from the third level of the pyramid) measured at 
either t or t - 1. This master template defines a 
space of CA rules. 

We can specify classes of rules within the rule 
space with a subtemplate. A subtemplate is made 
up of only sites from the master template that are 
used to determine the input states for a rule. The 
subtemplates, or rule classes, can then be labeled 
by 28-bit integers, where each bit corresponds not 
to a specific site value, but to whether or not that 
site is to be used in determining the input state. 
If a bit is equal to 1 then that site is included 
in the subtemplate, otherwise it is not. The 28- 
bit integer label therefore specifies the form of Y 
in (4). It will be helpful to think of these integer 
labels as analogous to gene patterns in biologi- 
cal organisms. Each template has a unique label, 
and by manipulating the bits of this label we gen- 
erate a new template. As was stated above, the 
map which takes Y,‘,;‘-’ to aff’ is determined by 
collecting a transition-probability histogram from 
the experimental data. Thus there is a one-to-one 
correspondence between a template and a proba- 
bilistic CA rule for any given set of experimental 
data. 

Notice that the master template we have se- 
lected (see fig. 5) contains 28 sites, and hence we 

t- 1 t 

Fig. 5. The master template. Each block represents a binary 
value. The smallest blocks represent a single site value. The 
intermediately sized blocks represent the thresholded 3 x 3 
site neighborhood sum, taken from the middle level of the 
data pyramid. The largest blocks represent the thresholded 
9x9 site neighborhood sum. Because we are only consider- 
ing neighborhoods around interface sites, the blocks colored 
black are not used. 

may construct up to 228 different subtemplates 
from it. Even given that each subtemplate defines 
only one probabilistic CA rule for a given set of 
observational data, there are still over 200 mil- 
lion different rules contained in our rule space. 
This rule space is too large to evaluate the per- 
formance of each individual rule. Instead we use 
the genetic operators to move us through the rule 
space in search of the optimal rule for the given 
experimental data. 

4.3. The meaning of “fitness” 

The fitness of a CA rule is a measure of how well 
that rule can regenerate the behavior observed in 
the experimental data. A fit rule would reproduce 
global and local features of the spatial pattern dy- 
namics, but it need not necessarily reproduce pat- 
terns exactly. Under most circumstances, no CA 
rule will be able to reproduce exactly the behav- 
ior observed in the pattern data because the data 
provide only incomplete information about the ob- 
served phenomenon. For the example of solidifying 
NH4Br dendrites, the video images do not tell us 
about the concentration of the NHdBr in the solu- 
tion, nor do they provide direct information about 
the temperature field around the dendrites, even 
though both variables may be crucial for a com- 
plete description of the physical phenomenon (see 
ref. [a]). Further, we have reduced what data we do 
have about t,he neighborhoods surrounding a given 
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site first to a sum and then to a binary value. By 
choosing a master template that spans different 
length scales and different time steps, however, we 
hope to capture indirectly the effects of such phe- 
nomena as temperature and concentration fields 
and gradients. 

Rather than evaluate rules based on their ability 
to regenerate global spatial structures in the ex- 
perimental data, we rank our CA rules according 
to how much information their past and present 
sites contain on average about the future site 
value. We can quantitatively measure the infor- 
mational correlation between the sites in a CA 
rule at t and t - 1 and the state of a single site at 
time t + 1. To do this we use Shannon's  measures 
of information and mutual information [16]. 

Given a set of measurements of the state of some 
system, X,  the information contained therein is 

H(x) = '~_, e(xi )  logP(x i ) ,  (5) 
i 

where x is a state variable, P(xi) is the proba- 
bility of the variable x being in the discrete state 
i, and the sum is taken over all possible states of 
x. For a system with N possible states, where we 
are equally Iikely to observe each state (probabil- 
ity = 1/N), the information associated with the 
state variable is log N.  The base of the logarithm 
is typically 2, so the units of information are bits. 

Mutual information is a measure of how two 
variables (or symbol sequences) are correlated. 
The mutual information between two state vari- 
ables x and y is defined by 

P( i, uj) 
I(x,y)  -- ~-~ P(xi, yj) log P(x i )P(y j ) '  (6) 

i,j 

where P(xi,yj)  is the joint probability, or the 
probability of finding the variable x in state i and 
simultaneously finding y in state j .  An alternate 
definition of mutual information is 

I(x, y) = H(x) + H(y) - H(x, y), (7) 

where now H(x, y) is the joint information (i.e. 
the information gained by measuring x and y si- 
multaneously). 

We wish to measure the mutual information 
between the sites of a rule subtemplate and the 
future site value. For our application, the future 

value of a site is y E {0, 1}. We let x represent the 
state of the sites in the subtemplate of the CA 
rule. If  a rule uses rn cells of the master template, 
and each cell is reduced (using some threshold) to 
a binary value, the variable x can have as many as 
2 m unique values. If  the mutual information be- 
tween x and y is high for a given rule subtemplate, 
we say that the sites of the rule are strongly corre- 
lated with the future value of the central site. The 
fitness measure of a CA rule should be directly 
proportional to this mutual information. 

We stated above that  if a rule uses m cells of 
the master template then there are 2 m different 
configurations, or states, of the past neighborhood 
around a site. Clearly, as the template size m in- 
creases, the number of possible states for a tem- 
plate grows exponentially. Since we are approxi- 
mating probability distributions by measuring the 
frequency of occurrence of the different states, our 
data set must also grow exponentially for this ap- 
proximation to be valid. The mutual information 
is over-estimated if the number of measurements is 
small compared to the number of possible discrete 
states #3. If  we make N pairs of measurements on 
a system, and there are 2 m equally probable out- 
comes for each pair (i.e. the data are random), the 
overestimation of the mutual information will be 
2m/N [17]. Because the information generated by 
a random system is maximum, we use this factor 
as an upper bound for the overestimation of in the 
mutual information between any two finite sets of 
data. 

The fittest CA rule should be the rule with the 
highest informational correlation between the sub- 
template sites and the future site, while at the 
same time the rule should not contain So many 
sites that  the statistics are so poor that  the mu- 
tual information is artificially high. To account for 
both of these effects we introduce the following fit- 
ness function: 

2 m 
F -- I(x, y) N '  (8) 

where again, m is the number of cells in our rule 

#a  As an  in tu i t ive  e x a m p l e  of  th is ,  cons ider ing  toss ing  two 
dice. T h e  s t a t i s t i c s  of  j u s t  one toss  ind ica te  t h a t  t he  
dice are  comple t e ly  correla ted.  As fur ther"  tosses  are 
pe r fo rmed ,  however,  th i s  appa ren t  cor re la t ion  quickly 
goes away. 
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Point Mutation: 

1~0~1~0(1~1~1~1 
c3 ’ 

P 1101 llOlO[ lllll 

Crossover: 

111 0 O[OlllO 1 CC 111 lOlOll 1011 11 

C 

0~0~1~1~1~0~1[0 OlOllI 1101 llOl0 

Fig. 6. The genetic operators, point mutation and crossover. Point mutation involves making a small change in just one 
rule, in this case flipping a bit in the label, which corresponds to adding or deleting a cell from the rule template. The 
crossover operator takes the labels from two rules and splices them together to form two new rule labels. A bit=1 in a rule 
label indicates that the corresponding site from the master template is used to construct the rule, a bit=0 means the site 
is ignored. Notice that these hypothetical labels would represent a master template with only 8 sites. 

template, N is the number of experimentally de- 
termined data points, y represents the state of the 
future site variable, and 2 represents the state of 
the sites in the subtemplate. We can imagine con- 
structing a CA rule template by starting with one 
site (m = 1) and then adding cells from the master 
template. As long as each new site provides new 
information about the state y, the fitness function 
will increase. It will continue to increase until the 
number of sites m is so large that the additional 
mutual information is smaller than the overesti- 
mation due to having finite statistics. The fitness 
of a CA rule is measured by scanning the pattern 
data with the appropriate subtemplate and col- 
lecting probability histograms for P(Z), P(y) and 
P(z,~). These probability histograms are then 
used to compute I(x, y), which is taken with the 
template size m and the data-set size N, to calcu- 
late F. 

4.4. The genetic operators 

Having defined the space of possible models for 
our pattern data and a notion of fitness by which 
we can rank rules, we must now efficiently search 
through this space to fmd the fittest model. In 
this section we introduce motion operators for the 
space of CA rule templates. These operators must 
be closed with respect to the space of rules, and 
they should transform the rule labels, which are 

integer representations of the subtemplates, from 
one value to another. 

For our application we consider two unique ge- 
netic operators: the point-mutation operator, and 
the crossover operator. The names and functions 
of these operations are derived from the analogy 
to genetic evolution in nature. Point mutation cor- 
responds to changing just one bit in a rule label 
in order to generate a different rule label, or select 
a new rule. Remember that these bits correspond 
to sites in the master template. If a bit is one then 
that site is used in the input configuration of the 
given rule, otherwise it is not. Changing the value 
of a bit is equivalent to adding or taking away a 
site from a given subtemplate. The crossover op- 
eration involves taking the labels of two rules and 
replacing a segment of one with the corresponding 
section of the other. With the crossover operation 
we are combining part of the template from one 
rule with part of the template from another in the 
hopes of generating a better rule (see fig. 6). 

We can think of the genetic operators as provid- 
ing motion in the space of CA subtemplates. Imag- 
ine that we assign a fitness value to every tem- 
plate, and hence to every probabilistic CA rule, in 
the space delimited by the master template. The 
fitness measure defines a landscape in some high 
dimensional space. Fig. 7 is a schematic represen- 
tation of a one-dimensional fitness landscape. The 
point mutation operator produces small changes 
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Rule number 

Fig. 7. A one-dimensional sketch of a fitness landscape. The genetic operators generate t ranslat ions along the horizontal 
axis: crossover (C) provides large-scale steps (long jumps) ,  and point muta t ion  (P) provides local movement. 

in the rule label. Since we only retain changes that  
result in an increase in the fitness of rules, the 
corresponding motion on the fitness landscape is 
a local hill climbing action. The crossover oper- 
ation, however, can generate rule labels that  are 
quite different from any in the original subpop- 
ulation (analogous to the gene pool), and hence 
this operation provides a long-jump mechanism on 
the fitness landscape. Using the two operations in 
combination we hope to efficiently find the region 
of the global maximum in the fitness landscape 
and then climb up to that  local peak. There is 
no guarantee, however, that  the resulting rule will 
be the absolute optimum. The success of the ge- 
netic algorithm depends on the nature of the fit- 
ness landscape. If the landscape is very jagged and 
has many peaks that  are nearly the same height, 
the algorithm is not as likely to find the fittest 
rule. If, on the other hand, the fitness landscape 
is very smooth and contains just one large peak 
then the probability is much higher that  the ge- 
netic operators will move the population to this 
point. 

Our description of the genetic algorithm is now 
complete. We have defined a space of templates 
and hence a space of probabilistic models for the 
two-dimensional pat tern  data  using the concept 
of a master  template. The members of this pop- 
ulation are specified by subtemplates,  and each 
subtemplate has an integer label which specifies 
which sites of the master  template are used to 

make up that  subtemplate.  We have provided a 
measure of fitness for the members of the pop- 
ulation. Finally, we have introduced the genetic 
operators,  point mutat ion and crossover, which 
manipulate rule labels to provide motion in the 
space of templates. By following the steps out- 
lined above, we can move through the given space 
of two-dimensional probabilistic models (defined 
uniquely by the subtemplates) in search of the one 
which best describes the observed behavior of the 
solidifying NH4Br dendrites. 

5. R e s u l t s  

In ref. [1] we report  on the results of apply- 
ing the genetic algorithm to patterns generated by 
a one-time-step, twelve-nearest-neighbor CA rule. 
The master template (i.e. the rule space) used for 
this s tudy contained only single-site cells and did 
not make use of any pyramid encoding scheme for 
the training data. In this section we present some 
preliminary results obtained for the NH4Br solid- 
ification process. 

The results described below were obtained from 
a data  set consisting of approximately 10 3 images 
of solidifying NH4Br, sampled at a rate of roughly 
two frames per second. The sequences of images 
provided a total of about  8 × 10 5 data  points with 
which to construct the probability histogram, or 
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Fig. 8. An NH4Br dendrite as the computer “sees” it. This 
particular pattern is the latter half of a two-time-step seed, 
or initial condition for growth. 

roughly 8 x lo2 interface points per frame #4. The 
data were converted to a binary form for the ge- 
netic algorithm using several different threshold 
values for the different levels of the pyramid. In 
general, the best rules were produced when both 
of the two thresholds were roughly halfway be- 
tween their respective minima and maxima. 

When the genetic algorithm finished its search 
of the rule space, the final 10 subtemplates all had 
roughly the same fitness measure. Each subtem- 
plate contained 13 of the 28 cells of the master 
template. All but one of the sites of the master 
template were used in at least one of the fittest 
subtemplates. In general, the same spatial cell was 
not selected from both past time steps in any given 
subtemplate. 

In fig. 8 we see a snapshot of a dendrite as it 
grows from left to right. This pattern (and a pre- 
vious image not shown) acts as the seed for the 
learned CA rule. In fig. 9 we show three different 
patterns derived from the seed in fig. 8. The rule 
that generated the pattern in fig. 9a was found in 
one of the early generations of the learning pro- 
cess. Fig. 9a resulted from applying the not-so-fit 
rule to the initial conditions of fig. 8 for 36 steps 
of evolution. Fig. 9b was generated by the fittest 
rule that the genetic algorithm found. Again, the 
rule used the seed pattern of fig. 8 as an initial 
condition, and fig. 9b was the resulting pattern 
after 36 time steps. Fig. 9c is the true shape of 

#4 An interfacial site is one for which the site itself is white 
(liquid) while at least one of its four nearest neighbors 
is black (solid). 

J 

Fig. 9. The growth that follows 36 time steps after the 
initial conditions shown in the previous figure. (a) Result 
of an “unfit” CA rule; (b) result of the fittest rule found by 
the genetic algorithm, and (c) how the real crystal looked 
after 36 time steps. 

the dendrite 36 time steps after the seed pattern 

was recorded. 
In fig. 10 we show the patterns produced by 

the unfit rule, the fittest learned rule and nature 
72 time steps after the seed pattern. Note that 
figs. 10a and lob do not follow from fig. 9a and 
9b respectively, but rather were generated inde- 
pendently from the same seed (fig. 8). 
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(a) 

Fig. 10. The growth that follows 72 time steps after the 
initial conditions shown in fig. 8. (a) was generated by an 
unfit rule, (b) by the fittest rule found, and (c) is the actual 
dendrite after 72 time steps. 

6 .  A n a l y s i s  

The results as i l lustrated in figs. 9 and 10 in- 
dicate that  the CA rule selected as op t imum is 
improving over successive i terations of the genetic 
algori thm (witness fig. 10a versus fig. 10b). We 
see that  although the optimal  learned CA rule 
does not generate the exact same results as does 
nature,  the CA rule is s tar t ing to capture some 

of the salient features of the crystal growth, such 
as the sidebranching behavior. By comparing the 
s tructure of the pa t te rn  in fig. 9b with fig. 10b 
we see that  the same rule applied to the same 
initial conditions does not even regenerate the ex- 
act same global s t ructure (compare,  for example,  
the secondary horizontal sidebranch in the upper  
left corner of fig. 9b, produced after only 36 iter- 
ations, not present in fig. 10b after 72 iterations). 
This sensitive dependence of the global s tructure 
to small-scale fluctuations suggests the spatiotem- 
poral dynamics is chaotic, and that  no exact quan- 
t i tat ive comparison between predictions and ob- 
servations is possible. 

We can see the trend towards improving fitness 
of the rules even more clearly if we look at fig. 11. 
Here we plot the fitness of the best rule found by 
the learning algorithm against the number  of gen- 
erations of rules that  have been investigated. Also 
plotted is the fitness of the best rule found when 
using just  crossover operations and just  the point 
muta t ion  operator.  Wha t  we typically see for the 
NH4Br da ta  is that ,  except for the initial few gen- 
erations, the search is expedited most by the mu- 
tat ion operator .  One possible conclusion from this 
is that  the fitness landscape has many  peaks that  
are roughly the same height. These peaks are dis- 
covered most  efficiently with the hill-climbing ac- 
tion of the muta t ion  operator.  I f  the landscape 
had just  one very large peak but many  smaller 
peaks, we would expect to need more crossover 
operations to find the general region of this global 
max imum before applying the mutat ions  to take 
us to the top. 

To quanti tat ively rate the performance of the 
learned CA rule we should compare the results of 
the rule's predictions to the actual crystal  growth 
for a single t ime step. To do this we use a cor- 
relation coefficient which takes into account not 
only the correct positive (growth) and negative 
(no growth) predictions, but the false positive and 
false negative predictions as well. The number  of 
times tha t  a 1 is predicted correctly we call p, 
while the number  of t imes that  a 1 is predicted 
incorrectly is/5. The number  of t imes that  a 0 is 
predicted correctly we label by n, while the num- 
ber of incorrect predictions of 0 is h. The following 
correlation coefficient [18] gives us a measure of 
how well a rule predicted what actually occurred: 
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__ 

c = [(n + ii)(n +Y)(; Y&J + p)]‘/2 . (9) 

If the predicted behavior is always correct, C = 1. 
If the predictions are always incorrect, C = - 1. 
If our predictions are completely random, C = 0. 
When we compare the predictions of the learned 
rule (used to generate figs. 9b and lob) to the 
actual growth for a single-time-step prediction we 
find that C = 0.163. 

In fig. 12 we see how the correlation coefficient 
varies with the range of our predictions. If we pre- 
dict the shape of the dendrite (for various initial 
configurations) just one time step into the future, 
we find C = 0.163. If we use the learned CA rule 
to predict what the shape of the dendrite will 
be two steps into the future, we find the corre- 
lation between our predictions and reality rising 
to C = 0.253. We see from fig. 12 that when we try 
to predict even further into the future we witness 
a steady decline in the accuracy of our predictions. 
It is not until we try to predict the dendrite shape 
eight time steps into the future, however, that C 
falls below 0.163. 

One possible explanation for the decreasing 
trend in fig. 12 is that the dendrite pattern dynam- 
ics is inherently chaotic. The probabilistic dynam- 
ical rule and low-resolution data introduce noise 
into the system that is amplified over time. We see 
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Fig. 11. The evolution of the population fitness. The 
crosses show the evolution of the population when just the 
crossover operation is applied. The circles show the fitness 
of the population when just point mutations are used by 
the genetic algorithm. The circles-around-crosses show the 
fitness using a combination of crossover and mutation op- 
erations. 

a sensitive dependence to initial conditions in the 
learned rule; the CA rule does not generate the 
same patterns from the same initial conditions. If 
the dynamics is inherently chaotic this would also 
be true for a completely deterministic CA rule. 

The initial rise in C seen in fig. 12 we at- 
tribute to the inability of the template to capture 
enough temporal information. Dynamic images of 
the growing dendrites show the fastest interfacial 
growth is at the dendrite tips, a small percentage 
of the total interface. The majority of the interface 
grows at a much slower rate. We set our sampling 
rate so that we maintain continuity of the inter- 
face at the fastest growing tips. By doing this, 
however, deterministic dynamics of much of the 
rest of the interface can only be described proba- 
bilistically. To illustrate this we invoke the follow- 
ing intuitive argument. Suppose that we want to 
model the interface behavior with a single-time- 
step CA rule. Suppose also that we have an input 
state which is certain to map to a 1 (solid) at a 
given point, but only after two time steps. In other 
words, the growth velocity of that interface config- 
uration is 0.5 sites per time step, and the growth 
probability for this input state is zero after one 
step and one after two time steps. If we try to 
describe this behavior with a single-time-step CA 
rule, the best we can do is predict solidification 
with a probability of 0.5. The probability of cor- 
rectly predicting the no-growth condition after one 
time step is 0.5. However we know that the rule 
will generate two successive no-growth predictions 
with only a 0.25 probability, therefore the proba- 
bility of correctly having predicted growth after 
two time steps is 0.75. Our predictions for such 
an input state would be more accurate on average 
if we make two sequential predictions before com- 
paring results to the real behavior. We claim that 
this time-averaged increase in accuracy occurs for 
our probabilistic CA predictions - for short-time 
predictions where there is not enough time for the 
dynamics to amplify the noise - thus giving us 
the initial upward trend in fig. 12. The implica- 
tion is that we must better account for the multi- 
ple growth rates present in the NHdBr data if we 
wish to improve the accuracy of our model predic- 
tions. We could do this by either adding another 
past time step to the master template, or by in- 
creasing the temporal separation between the past 
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Fig. 12. The correlation between predictions and reality after successive predictions. The first point is the correlation between 
the predicted growth and real growth after just one time step. The second point is the correlation between real and p~edicted 
growth after two time steps of independent growth, and so on. 

and present data  in the existing master template. 

7. Conclusions 

We have presented a method for extracting spa- 
tial models directly from experimental data. The 
learning algorithm starts with no a priori  knowl- 
edge about  the physical system and builds models 
that regenerate the observed behavior. 

The results shown for dendritic NH4Br data  
are encouraging. This is a system that  exhibits at 
once many problems that  will be typical of differ- 
ent spatial systems. There is pat tern structure on 
many different length scales and there is dynamics 
on different time scales (some parts of the interface 
change rapidly while others change little or none). 
Information about the physical variables is lim- 
ited, as is often the case with complex spatial da ta  
from physical systems. While we can see whether 
a point in space is liquid or solid, we know nothing 
about the solute concentration field or the temper- 
ature field in the liquid. In spite of this the learn- 
ing algorithm was able to find a CA rule which 
reproduced qualitatively the pat tern dynamics of 
the training set. 

The exact relationship between the learned dy- 
namical rule and fundamental  equations of motion 
for solidification is an open question. This ques- 
tion may be in principle impossible to resolve. 
Though some results may be obtained from the 

equations of motion [8,15,14], and even tested ex- 
perimentally [12,13], our data  represent patterns 
on length scales roughly two orders of magnitude 
larger than the length scales in the equations of 
motion. The equations of motion are extremely 
nonlinear, and there is little hope for closed form 
solutions that  capture the full observed complex- 
ity. In this sense, it may be impossible to "derive" 
the observed rules from the fundamental equations 
of motion. It  may be possible to connect certain 
features of the learned rule to phenomenological 
models [19], even if derivation from equations of 
motion is impossible. 

We propose that  this type of "derivability gap" 
is the rule, rather than the exception for most 
complex spatial patterns observed in nature. For 
such phenomena, it may be impossible to de- 
rive models which explain observed spatiotempo- 
ral complexities directly from fundamental equa- 
tions and "first principles". Though perhaps un- 
derivable, the dynamical structure extracted by 
the learning algorithm is undeniable, and repre- 
sents a new type of progress, perhaps the primary 
kind of understanding possible for complex pat- 
terns. 
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